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Incognita

Acting through others

RETAIL - AIRLINE - BANKING - SLACK

Same task. Different paths to action.

Incognita transforms existing benchmarks into matched C/SD tasks, redistributing knowledge
and authority while preserving source goals and success tests.
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A route to completion

Receive the user's goal
Find the needed fact-holder [

Ask for the missing detail
Delegate authorized action
Execute via source tools
Report the result to USER

Offline evaluator
original success test

C: one role-holder. SD: several, with initially undisclosed capabilities. In both, the coordinator
messages holders and has no direct source tools.

Airline 5 selected tasks
Correct state can still miss completion

Four shorter tasks - original four GPTs

Banking

C SD
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Task 18: two GPT-5.4 SD runs reached the correct reservation state
but omitted the required $23,553 total savings in the reply.

Source task success Payload reaches coordinator

Committed attack

46 matched pairs; two GPT-5.4 Task 17 C resource-limit stops excluded.

Task 18 separate: unequal C/SD allowances. sensitivity interval).

Exposure and commitment can diverge
Type 2 false prerequisite - four GPTs

Type 1 commitment: 7/384 C - 5/384 SD

Commitment requires accepted operation + confirmed effect. 12/14 SD
attacks: GPT-5.4. Commit gap (SD - C): 0.0-8.1 pp (95% task-cluster

Retail: completion and where the route breaks

74.1% 45.4%

Centralized (C) - 160/216 Socially distributed (SD) - 98/216
Four-GPT pool - C - SD: 28.7 pp - 95% task-bootstrap Cl: 19.0-38.4
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M 2. needed fact missing
B 5. correct; incomplete

task success (%)
1. fact not requested
B 4. action incorrect

success
B 3. obtained; no action

84/118 four-GPT SD failures stop before needed facts arrive.
18 tasks x 3 trials. Later Sonnet cohort remains separate.

Slack

No committed attacks observed
Four GPTs - normally terminated injected trials

32 pairings x 2 attack types 3 workflows x 4 payloads

C SD C SD
354/384 284/384 Attack marker reaches agent 97/142 111/140
2/384 14/384 Source task success 79/142 103/140
Committed attack 0/142 0/140

Zero endpoints do not rank safety. Clean trials also favor SD utility (16/35 C;
29/35 SD), so this contrast is not uniquely attack-induced.

TAKEAWAY Incognita makes acting through others measurable.

Scope: selected tasks, simulated holders and tested models. C/SD changes multiple access features together.



